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Abstract

Large language models (LLMs) has been
widely adopted as a scalable surrogate for
human evaluation, yet such judges remain
imperfect and susceptible to surface-level
biases. One possible reason is that these judges
lack sufficient information in assessing answer
correctness. With the rise of reasoning-capable
models, exposing a generator’s reasoning
content to the judge provides richer informa-
tion and is a natural candidate for improving
judgment accuracy. However, its actual impact
on judge behavior remains understudied. In
this paper, we systematically investigate how
access to reasoning chains affects LLM-based
judgment across factual question answering
(QA) and mathematical reasoning benchmarks.
We find that weak judges are easily swayed
by reasoning presence, frequently accepting
incorrect answers accompanied by fluent
reasoning, while strong judges can partially
leverage reasoning as informative evidence.
Nevertheless, even strong judges are misled
by seemingly high-quality reasoning chains.
Controlled experiments further reveal that both
fluency and factuality of reasoning chains are
critical signals driving judge decisions. These
findings highlight the need for more robust
LLM judges that can distinguish genuine
reasoning quality from superficial fluency
when evaluating modern reasoning models.

1 Introduction

Reliable evaluation is fundamental to understand-
ing the capabilities of AI models and guiding
their future development. Without an accurate
assessment, identifying model strengths and lim-
itations becomes challenging. For open-ended
generation tasks, human evaluation is widely re-
garded as the gold standard, as it can flexibly as-
sess semantic correctness, factuality, and overall
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response quality. However, human judgment is
costly, time-consuming (Brown et al., 2020; Mañas
et al., 2024), and difficult to scale (Chiang and Lee,
2023), which limits its use in large-scale experi-
ments and rapid model iteration. With the rapid
advancement of large language models (LLMs),
recent studies (Zheng et al., 2023; Liu et al., 2023;
Verga et al., 2024; Huang et al., 2024; Pavlovic and
Poesio, 2024; Tan et al., 2025) show that LLMs can
deliver reference-free evaluations that closely align
with human judgments, motivating their growing
adoption as scalable surrogates for human evalua-
tion in open-ended settings.

Despite their growing adoption, LLM-based
judges remain imperfect. Prior studies (Chen and
Goldfarb-Tarrant, 2025; Marioriyad et al., 2025)
have shown that LLM judgments can be sensitive
to surface-level features, such as answer length,
fluency, or phrasing, and may struggle to reliably
distinguish correct answers from plausible but in-
correct ones. One possible reason is that with only
one generated answer, the judge lacks sufficient in-
formation to accurately determine its correctness.

Recent advances have endowed LLMs with
reasoning capabilities, enabling them to produce
more accurate answers through explicit step-by-
step thinking processes. Beyond the final answer,
these visible reasoning traces offer LLM judges
a richer signal for evaluation — yet whether ex-
posing a model’s reasoning process actually im-
proves judgment quality remains an open question.
Inspired by human decision-making, we further
ask whether models differ in how they use such
reasoning. Humans with limited expertise may
be persuaded by fluent but incorrect explanations,
whereas experts can leverage reasoning as evidence
to scrutinize correctness. We suspect that weak
LLM judges may over-trust the presence of rea-
soning, while the strong ones may be better po-
sitioned to interpret reasoning as informative evi-
dence rather than persuasive signals.
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To answer these questions, we conduct a sys-
tematic study of LLM-based judgment under two
settings: judge-answer-only and judge-answer-and-
reasoning. For each question, we first prompt a gen-
erator model to produce a step-by-step reasoning
process followed by a final answer. An LLM judge
is then tasked with assessing answer quality. Under
the judge-answer-only setting, the judge has ac-
cess only to the final answer, whereas under judge-
answer-and-reasoning, it additionally has access
to the underlying reasoning process. For the gen-
erator, we use representative open-source models
from the Qwen3 series (8B, 14B, and 32B), along
with the strong closed-source model DeepSeek-
V3.1. As judges, we employ three series of open-
source models: Qwen3, Llama 3, and GLM-4—as
well as three strong closed-source models: GPT-
4o, Claude Sonnet 4.5, and DeepSeek-V3.1. To
investigate the impact of task types, we conduct
experiments on two factual QA datasets (NQ and
HotpotQA) and two reasoning-intensive mathemat-
ical datasets (GSM8K and MATH500).

Our results show that the presence of reasoning
substantially alters judgment behavior. Across all
datasets, weak judges are significantly more likely
to label answers as correct when reasoning is pro-
vided, even when those answers are incorrect. In
contrast, strong judges exhibit more selective be-
havior. They are not merely swayed by the reason-
ing, but can, in some cases, identify errors within
it and use the reasoning content to more effectively
assess correctness. However, all models show an
increased tendency to judge incorrect answers as
correct after being exposed to reasoning chains
generated by DeepSeek-V3.1. This suggests that
even strong judges can be misled by seemingly
high-quality chains of reasoning.

Given the complexity of natural reasoning
chains, we conduct controlled experiments to iso-
late the effects of two key attributes—fluency and
factuality—by manipulating them and observing
their impact on the judge’s decisions. Specifically,
we disrupt fluency by inserting factually correct
but irrelevant knowledge into otherwise coherent
reasoning chains, and degrade factuality by replac-
ing such knowledge with counterfactual informa-
tion. Disrupting the fluency makes nearly all judges
more likely to label the answer as incorrect, an ef-
fect that is further amplified when counterfactual
content is introduced. These findings suggest that
both fluency and factuality of the reasoning chain
serve as critical signals in LLM-based judgment.

Overall, these findings highlight the need to move
beyond answer-only evaluation paradigms and call
for more robust judge designs that can critically as-
sess, rather than passively consume, the reasoning
processes of modern LLMs.

2 Related Work

2.1 LLM-as-a-Judge

The rapid advancement of LLMs has expanded
their utility beyond traditional text generation tasks,
owing to their strong performance across diverse
tasks (Shi et al., 2025). Because traditional au-
tomatic metrics often fail to capture the quality
and reasoning depth of open-ended outputs, the
LLM-as-a-Judge paradigm has emerged as a scal-
able alternative to human evaluation. Early work
such as MT-Bench (Zheng et al., 2023) and Chat-
bot Arena (Chiang et al., 2024) demonstrated that
strong models like GPT-4 can produce judgments
that correlate well with human preferences. Fur-
ther research, such as G-Eval (Liu et al., 2023)
and AlpacaFarm (Dubois et al., 2023), is viewed
as a multi-aspect scoring or pairwise comparison
task, leveraging chain-of-thought (CoT) reasoning
to enhance the interpretability and reliability of
automated judgments.

Despite its effectiveness, prior work has identi-
fied several limitations of LLM-based judges, in-
cluding positional bias, sensitivity to input perturba-
tions, and self-conflicting evaluations (Wang et al.,
2024). To address these issues, recent efforts focus
on developing specialized evaluators and more ro-
bust evaluation protocols. For example, PandaLM
(Wang et al., 2023), Prometheus (Kim et al., 2023),
and JudgeLM (Zhu et al., 2023) are fine-tuned to
provide fine-grained assessments, while Auto-J (Li
et al., 2023) enables flexible evaluation generation.
In addition, approaches such as multi-agent debate
(Du et al., 2024; Chan et al., 2023) and iterative
self-refinement (Madaan et al., 2023) have been
explored to further enhance the factuality and con-
sistency of judgments, ensuring a more principled
and trustworthy evaluation discipline for the next
generation of language models.

2.2 Reasoning Models

Recent advancements enable LLMs to generate
intermediate steps, commonly termed reasoning
chains, prior to producing a final answer. A promi-
nent approach in this domain is Chain-of-Thought
(CoT) prompting (Wei et al., 2022; Kojima et al.,



w/o Think

w/ Think

Prompt: Judge whether the following answer about the question is correct. [optional: The content inside <think></think> represents the reasoning 

process of the model, while the content after </think> is the answer provided by the model.]

Question: Who is the girl in green day 21 guns?

Model Response: Amanda Kessel Ground Truth: Lisa Stelly

Reasoning Chain: Okay, so the user is asking about the girl in Green 

Day's \"21 Guns\" music video. Let me recall what I know about 

that.\n\n First, I remember that \"21 Guns\" is a song by Green Day 

from their album \"American Idiot.\" (...) Maybe a fan who was part of 

the video shoot?\n\n I believe her name is Amanda Kessel. She was a 

fan who had a connection with the band. (...) Let me make sure. Yes, 

Amanda Kessel was a fan who was involved in the video. She was also 

the girlfriend of a friend of the band member, I think. (...) The user 

probably wants the name of the girl in the video, so the answer is 

Amanda Kessel.

Weak Models Strong Models

w/o Think

w/ Think

Question: When did Toyota first come to the united states?

Model Response: 1958 Ground Truth: 1957

Reasoning Chain: Okay, the user is asking when Toyota first came to 

the United States. Let me think about this.\n\nI remember that Toyota 

started exporting cars to the US in the 1950s. But I need to be precise. 

(...) Yes, the first Toyota car sold in the US was the Toyopet Corona 

in 1958. (...) Hmm. Maybe the answer is 1958. But I need to make 

sure. \n\nAnother angle: Toyota established its first dealership in the 

US in 1958. So that's when they started selling cars. Therefore, the 

answer is 1958. But some sources might mention 1957 for the initial 

import. However, the commonly accepted answer is 1958. Let me go 

with that.

Weak Models Strong Models

Misleading Susceptibility Effective Utilization

Figure 1: Examples on how reasoning chains affect LLM-based judgment. These are two question-answering
examples from NQ, where answers and reasoning processes are generated by Qwen3-8B. “w/o Think” means
the judge evaluates correctness based only on the model’s answer, while “w/ Think” means the judge can see the
model’s reasoning process when assessing answer accuracy. The left part shows that weak judges are misled by
reasoning that appears fluent but is actually incorrect after reviewing the reasoning process. The right figure shows
that strong judges identify errors in the reasoning and successfully assess the correctness of the answer.

2022), which elicits reasoning chains in natural lan-
guage and has shown to be effective in enhancing
performance across complex reasoning tasks. To
enhance the reliability of these reasoning chains,
self-consistency (Wang et al., 2022) introduces a
majority-voting mechanism, while least-to-most
prompting (Zhou et al., 2022) aims to narrow the
compositionality gap by decomposing complex
problems into independent sub-problems (Press
et al., 2023). Furthermore, research on self-taught
reasoner (Zelikman et al., 2022) demonstrates that
models can bootstrap their reasoning abilities by
iteratively generating rationales and fine-tuning on
correct solutions. Beyond these linear paradigms,
recent work explores more structured and iterative
reasoning. Frameworks such as tree of thoughts
(Yao et al., 2023) and graph of thoughts (Besta
et al., 2024) allow models to explore multiple rea-
soning branches and backtrack using search algo-
rithms. Additionally, agent-based methods like re-
flexion (Shinn et al., 2023) introduce iterative feed-
back and refinement. These advances not only im-
prove reasoning performance, but also make reason-
ing chains more structured and informative. Prior
study (Zhang et al., 2025) suggests that such chains

encode information indicative of model reliability.
As additional information beyond the answer

itself, chain-of-thought reasoning, as a potential
means of improving the judgment accuracy of
LLM-as-a-judge, has not yet been studied in terms
of its impact on LLM-as-a-judge. In this work, we
investigate how reasoning chains influence judging
behaviors when LLMs are used as evaluators and
provide a systematic experimental analysis.

3 Task Formulation

Reasoning-enhanced Question Answering. Let
q denote a question. A generator model G pro-
duces a reasoning chain before arriving at the final
answer:

(r, a) = G(q), (1)

where r represents the reasoning process (e.g., con-
tent between <think> and </think> ), and a is the
final answer. We denote the ground-truth answer
as a∗. The correctness of the generated answer is
defined as:

y = I(a = a∗), (2)

where y ∈ {0, 1}.



LLM-as-a-Judge. Given a question q and a gen-
erated answer a, a judge model J is asked to evalu-
ate whether the answer is correct. The judge out-
puts a binary decision:

ŷ = J(q, a) ∈ {0, 1}, (3)

where ŷ = 1 indicates that J consider the answer
a is correct, and ŷ = 0 otherwise. We refer to this
as judging without reasoning.

Since the reasoning process provides more sig-
nals for evaluation, in this paper, we introduce judg-
ing with reasoning. The judge model determines
whether the result is correct based on the question,
the answer, and the reasoning process.

ŷreason = J(q, a, r) ∈ {0, 1}, (4)

By comparing ŷ and ŷreason, we can isolate the
effect of reasoning on the LLM judge:

∆J = ŷreason − ŷ. (5)

4 Experimental Setup

4.1 Models

For the answer generation models, we use repre-
sentative reasoning-enhanced LLMs, including the
Qwen3 (Yang et al., 2025) series models (8B, 14B,
32B) as well as DeepSeek-V3.1 (DeepSeek-AI
et al., 2025). For the judge models, we employ
models with a range of capabilities to examine
whether the intrinsic ability of the judge model
is correlated with the influence of reasoning pro-
cesses. Specifically, we used open-source mod-
els including the Qwen3 series (8B, 14B, 32B),
Llama-3.1 (8B and 70B) (AI@Meta, 2024), GLM-
4-32B (Zhipu AI, 2025), GLM-4-Z1-32B (Zhipu
AI, 2025), and DeepSeek-V3.1, as well as two
closed-source models from the most powerful tier:
GPT-4o (Hurst et al., 2024) and Claude Sonnet 4.5
(Anthropic, 2025). We consider DeepSeek-V3.1
and the two closed-source models as strong mod-
els based on their model size and QA capabilities
(See Figure 4), while the remaining models are
considered weak models.

4.2 Datasets

We comprehensively evaluate the impact of reason-
ing content on LLM-as-a-judge across two factual
datasets and two reasoning-intensive mathematical
datasets. The factual QA datasets include Natural
Questions (NQ) (Kwiatkowski et al., 2019), which

consists of single-hop factual questions, and Hot-
potQA (Yang et al., 2018), which focuses on ques-
tion that require multi-hop reasoning. The math-
ematical datasets include GSM8K (Cobbe et al.,
2021), a collection of grade-school-level math
word problems requiring multi-step reasoning, and
MATH-500 (Hendrycks et al., 2021), which com-
prises more challenging, competition-level prob-
lems designed to assess advanced mathematical
reasoning. To manage the computational costs as-
sociated with closed-source models, we randomly
sample 500 questions from each dataset.

4.3 Evaluation Metrics

We use accuracy to measure QA performance, de-
fined as the proportion of generated responses
that match the ground-truth labels. To ensure
a reliable assessment of correctness, we employ
Qwen2.5-72B-Instruct (Qwen et al., 2025) to ver-
ify the consistency between model-generated an-
swers and ground-truth answers. Following prior
work (Ni et al., 2024, 2025), we further evaluate
the performance of judge models using four met-
rics: 1) Alignment, the proportion of cases where
the judge’s verdict agrees with the ground-truth
correctness; 2) Pass Rate, the proportion of cases
where the judge deems an answer correct; 3) Over-
confidence, the proportion of incorrect answers that
are mistakenly judged as correct; and 4) Conserva-
tiveness, the proportion of correct answers that are
incorrectly judged as incorrect.

4.4 Implementation Details

We prompt the generator to produce an output for
each question, consisting of both a reasoning chain
and a final answer. Judges are instructed to assign
a binary score. We use a temperature of 0.6 dur-
ing inference. Additional details are provided in
Appendix § A.

5 Results and Analysis

5.1 General Results

Table 1 presents the evaluation results using
Qwen3-8B as the generator, assessing a range of
judge models across multiple datasets. Results with
other generators (e.g., DeepSeek-v3.1) are deferred
to Appendix B due to space constraints. We ob-
serve that the impact of exposing reasoning chains
to judge models varies systematically with the ca-
pability of the judge model.



Table 1: Evaluation results (%) of LLM-as-a-Judge behavior with and without reasoning chains across factual and
mathematical datasets, with all answers generated by Qwen3-8B. Bolds denote the highest on each dataset.

Dataset Acc Judge Models Alignment Pass Rate Overconfidence Conservativeness

w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think

NQ 23.2

Qwen3-8B 58.2 33.2 57.8 88.0 38.2 65.8 3.6 1.0
Qwen3-14B 58.0 36.4 58.0 84.0 38.4 62.2 3.6 1.4
Qwen3-32B 41.4 36.8 79.4 83.6 57.4 61.8 1.2 1.4
Llama3-8B 38.6 28.4 79.8 93.2 59.0 70.8 2.4 0.8
Llama3-70B 54.0 41.4 66.4 79.0 44.6 57.2 1.4 1.4
GLM4-32B 52.0 35.8 69.6 87.0 47.2 64.0 0.8 0.2
GLM4-Z1-32B 79.4 52.8 32.2 63.6 14.8 43.8 5.8 3.4

GPT-4o 74.0 74.0 44.0 41.2 23.4 22.0 2.6 4.0
DeepSeek-v3.1 63.4 76.2 55.8 35.4 34.6 18.0 2.0 5.8
Claude Sonnet 4.5 75.8 84.0 79.8 93.2 59.0 70.8 2.2 10.2

HotpotQA 26.6

Qwen3-8B 59.2 44.6 53.4 78.0 33.8 53.4 7.0 2.0
Qwen3-14B 64.0 47.2 51.4 76.6 30.4 51.4 5.6 1.4
Qwen3-32B 51.6 47.6 72.6 76.6 47.2 51.2 1.2 1.2
Llama3-8B 47.2 40.0 73.0 85.0 49.6 59.2 3.2 0.8
Llama3-70B 58.2 48.4 62.0 73.8 38.6 49.4 3.2 2.2
GLM4-32B 58.4 42.2 65.0 83.6 40.0 57.4 1.6 0.4
GLM4-Z1-32B 78.0 59.0 13.8 48.8 4.6 31.6 17.4 9.4

GPT-4o 78.8 78.4 36.6 28.2 15.6 11.6 5.6 10.0
DeepSeek-v3.1 78.6 76.8 28.0 13.4 11.4 5.0 10.0 18.2
Claude Sonnet 4.5 84.6 78.4 73.0 85.0 49.6 59.2 6.0 21.8

GSM8K 94.0

Qwen3-8B 75.2 94.6 74.0 99.0 2.4 5.2 22.4 0.2
Qwen3-14B 72.6 94.0 71.4 99.2 2.4 5.6 25.0 0.4
Qwen3-32B 89.2 94.0 91.6 99.2 4.2 5.6 6.6 0.4
Llama3-8B 89.0 94.6 93.0 99.0 5.0 5.2 6.0 0.2
Llama3-70B 83.4 93.8 86.2 98.6 4.4 5.4 12.2 0.8
GLM4-32B 87.6 95.0 91.6 99.0 5.0 5.0 7.4 0.0
GLM4-Z1-32B 44.0 83.8 42.8 86.2 2.4 4.2 53.6 12.0

GPT-4o 91.0 92.4 92.6 94.4 3.8 4.0 5.2 3.6
DeepSeek-v3.1 93.2 94.4 96.8 99.2 5.0 5.6 2.0 0.4
Claude Sonnet 4.5 66.0 70.0 63.6 68.4 1.8 2.2 32.2 27.8

Observation 1

Weak judges tend to be misled by reasoning
chains, resulting in inflated pass rates.

For weak judges such as Qwen3-8B, the expo-
sure of reasoning chains significantly increases
pass rate and harms alignment in most cases. For
example, on NQ, although only 23.2% of the an-
swers are correct, Qwen3-8B exhibits a high pass
rate of 57.8%, indicating substantial overconfi-
dence. Moreover, when the model is exposed to
chain-of-thought reasoning, the pass rate increases
further. This suggests that weaker judges can be
misled by the content of the reasoning chain.

A similar trend is also observed on the math-
ematical dataset, where weak judges continue to
exhibit an increased pass rate after the exposure
of reasoning chains. On GSM8K, nearly all weak
judges show a substantial increase in pass rate af-
ter being exposed to chain-of-thought reasoning,
in some cases approaching 100%. Since GSM8K
is relatively simple—with about 94% of the an-
swers being correct—this can create the illusion of
improved alignment. However, on the more chal-
lenging MATH dataset (See Table 8), especially

on our balanced subset of correct and incorrect
samples (See Table 7), weak judges also exhibit
a significant increase in pass rate after seeing the
reasoning chains. This leads to pass rates far ex-
ceeding the true correctness rate, indicating severe
overconfidence. We think that natural reasoning
chains can mislead weak judges because they may
remain internally coherent even when built upon an
early error. For example, in Figure 1 for the ques-
tion “Who is the girl in Green Day’s 21 Guns," the
generator’s reasoning departs at the outset by incor-
rectly associating 21 Guns with "American Idiot"
rather than "21st Century Breakdown", which is
the correct answer. Despite this incorrect premise,
the subsequent reasoning forms a locally consistent
and plausible narrative.

Observation 2

Strong models exhibit more selective behav-
ior and, in some cases, effectively leverage
the provided reasoning chains to improve
their judgments.

In contrast to weak models, strong models of-
ten exhibit a decrease in pass rates after seeing the



reasoning chain, and this reduction is sometimes
accompanied by an improvement in alignment. For
example, On NQ, DeepSeek-v3.1’s alignment in-
creases from 63.4% to 76.2%, while its pass rate
decreases from 55.8% to 35.4%, indicating that
the model becomes more selective rather than in-
discriminately judge the answer as correct. Mean-
while, its overconfidence declines from 34.6% to
18.0%, suggesting that exposure to the reasoning
chains enables the model to rectify its initial mis-
conceptions, successfully identifying errors it had
previously overlooked.

However, strong models do not consistently
leverage reasoning information effectively. On Hot-
potQA, GPT-4o’s pass rate decreases from 36.6%
to 28.2%, and overconfidence drops from 15.6%
to 11.6%, suggesting successful identification of
some errors. However, its alignment remains vir-
tually unchanged, while the conservativeness rises
from 5.6% to 10.0%, which implies that the model
begins to incorrectly reject originally correct an-
swers. This tendency towards excessive skepticism
is also observed in the NQ dataset. Interestingly,
even strong models can be misled by reasoning
chains. As shown in Table 6, all models exhibit a
significant increase in pass rate after being exposed
to reasoning chains generated by DeepSeek-V3.1.
We hypothesize that even for incorrect answers, the
reasoning chains produced by DeepSeek-V3.1 ap-
pear highly plausible and well-structured, thereby
misleading all models. These findings suggest that
providing the model’s reasoning process during
evaluation has the potential to improve judgment
performance, but its effectiveness depends on the
capability of the judge model. Current models are
still unable to reliably and consistently make effec-
tive use of the reasoning process.

Observation 3

Self-judging exhibits trends similar to those
observed in the generate-then-judge setting.

To investigate whether models exhibit a prefer-
ence toward their own reasoning chains, we ask
the model to judge the correctness of its answer
immediately after generating it. In this setting, the
model is aware that it is evaluating its own output.
As shown in Table 2, self-judging exhibits pass
rate patterns similar to those observed when the
same model serves as an external judge, and sig-
nificantly different from settings where reasoning
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Figure 2: Distribution of judge decisions under different
answer correctness and reasoning visibility. Each block
shows the percentage of samples falling into a specific
judgment transition across datasets and judge models.
w/ Think and w/o Think indicate whether the reasoning
chain is provided. ✓ indicates a certain verdict and ×
indicates uncertain, while RIGHT and WRONG refer
to correct and incorrect generator answers.

chains are invisible. These results indicate that mis-
leading effects arise from the presence of reasoning
chains alone, independent of whether judgment is
performed by a separate model.

5.2 Detailed Analysis of Pass Rate

The results in the previous section show that ex-
posing reasoning chains substantially increases the
pass rates of weak models. To further understand
what drives the change in pass rate, we examine
which subsets of the data contribute to this shift.
For example, for weak models, we analyze whether
the overall increase arises from a trade-off—where
pass rates decrease on some samples but increase
on a larger number of others—or whether there are
few, if any, cases in which the pass rate decreases.

As shown in Figure 2, more than half of the
samples retain the same judgment regardless
of whether the judges are strong or weak. We
therefore focus on the subset of samples where
the models revise their judgments after being
exposed to the reasoning chains. On NQ, for
the weak judge (i.e., Qwen3-8B), the increase
in pass rate is mainly driven by cases where the
model initially labels an actually incorrect answer
as incorrect but revises its judgment to correct
after seeing the reasoning chain. This misleading
effect accounts for 34.0% of all samples and
constitutes the majority of cases with changed
judgments. This indicates that the increase in pass
rate is largely due to models being misled by the
reasoning chains. In contrast, for Claude Sonnet
4.5, misleading reasoning accounts for only 0.6%
of cases. After reviewing the reasoning chains, the



Table 2: Results of self-judging experiments on the NQ dataset. Underlined values indicate the self-judging setting
and the corresponding generate-and-judge setting with the same model.

Generator Acc Judge Models Alignment Pass Rate Overconfidence Conservativeness

w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think

Qwen3-8B 36.6

Self-judge – 63.2 – 61.4 – 30.8 – 6.0
Qwen3-8B 63.4 63.3 53.7 61.7 26.9 30.9 9.7 5.8
Qwen3-14B 67.3 63.7 53.3 62.6 24.7 31.2 8.0 5.1
Qwen3-32B 54.9 62.3 77.3 65.1 42.9 33.1 2.2 4.6

Qwen3-14B 41.4

Self-judge – 59.8 – 71.5 – 35.1 – 5.0
Qwen3-8B 64.3 61.2 55.0 69.6 24.6 33.5 11.1 5.4
Qwen3-14B 64.6 61.3 60.2 70.9 27.1 34.1 8.3 4.6
Qwen3-32B 54.4 59.1 81.9 74.3 43.0 36.8 2.6 4.0

Qwen3-32B 45.9

Self-judge – 60.1 – 79.5 – 36.8 – 3.1
Qwen3-8B 62.3 58.2 57.3 82.8 24.6 39.3 13.2 2.4
Qwen3-14B 65.5 58.4 59.9 83.2 24.3 39.5 10.2 2.1
Qwen3-32B 55.4 57.9 85.1 83.9 41.9 40.1 2.7 2.1

model correctly revises its judgments for 16.6%
of incorrect answers, which also makes up the
majority of cases with changed judgments. This
difference contributes to the higher alignment
observed in strong models and reflects their lower
susceptibility to misleading reasoning chains.

On GSM8K, since the dataset is relatively sim-
ple and most answers are correct, the weak judge
tends to label nearly all samples as correct. As a
result, it appears to correctly revise its judgments
on 22.2% of samples with correct answers after be-
ing exposed to the reasoning chains. However, the
proportion of misleading cases for weak models
is 3.0%, still much higher than the 0.6% observed
for the strong judge. For the strong judge, after re-
viewing the reasoning chains, the model incorrectly
changes its judgments to incorrect on 14% of the
samples, suggesting a tendency to be overly criti-
cal and to over-reject correct answers. Our detailed
analysis further supports that the higher pass rate of
weak models primarily arises from cases where in-
correct answers are incorrectly accepted as correct
once reasoning chains are provided. In contrast,
such misclassification is substantially less frequent
in strong models, indicating that weak judges are
significantly more susceptible to being misled by
the reasoning chains.

5.3 How Do Synthesized Reasoning Chains
Affect LLM-based Judging ?

In the previous experiments, we mainly examined
how natural reasoning chains affect judge behavior.
While this setting reflects practical usage, the com-
plexity of natural reasoning chains makes it difficult
to isolate the specific factors that influence model

judgments. Intuitively, reasoning chains often con-
tain content that appears fluent but is factually in-
correct. Such fluent yet incorrect reasoning may
mislead the model, while the model may also iden-
tify factual errors in the reasoning chain. Therefore,
we design controlled experiments to investigate the
effects of fluency and factuality in reasoning chains
on model judgments.

To manipulate fluency, we insert fixed-length,
question-irrelevant common-sense statements (e.g.,
The Earth orbits the Sun once every 365 days) into
the reasoning chain. These statements are fluent
and factually correct but irrelevant to the question,
thereby disrupting the coherence of the reasoning
process. To examine factuality, we modify these
statements into counterfactual variants (e.g., chang-
ing “365 days” to “100 days”). We further hy-
pothesize that the position of the injected content
may affect judgment outcomes. Therefore, we in-
sert such question-irrelevant statements at either
the beginning or the end of the reasoning chain
to study the effect of their placement. To disrupt
fluency, we insert four common-sense statements;
to disrupt factuality, we progressively modify these
statements into counterfactual ones. Results are
shown in Figure 3 and more detailed results can be
found in Table 9.

5.3.1 Effects of Fluency

Figure 3 shows the impact of disrupting the fluency
of reasoning chains on model judgments, compar-
ing Vanilla (/w Think) with Basic-All. For almost
all the models except Llama3-8B, the injection of
factual content leads to a significant decline in pass
rates. This indicates that disrupting the fluency



Table 3: Judge pass rates (%) on the NQ dataset under synthesized prefix and suffix injections.

Generator Acc Judge Models Vanilla Basic-All Wrong-Few Wrong-All

w/o Think w/ Think Prefix Suffix Prefix Suffix Prefix Suffix

Qwen3-8B 44.8

Qwen3-8B 63.0 91.0 61.0 86.0 58.8 82.2 47.6 76.2
Qwen3-14B 62.8 87.4 58.0 81.6 55.0 76.6 53.2 67.8
Qwen3-32B 79.4 85.0 74.8 88.8 73.2 87.8 71.6 81.8
Llama3-8B 74.8 97.2 92.8 95.4 95.0 96.4 95.2 95.6
GPT-4o 50.6 48.6 18.4 39.2 13.4 35.8 23.4 36.2
DeepSeek-v3.1 45.2 24.4 1.0 1.8 1.0 1.8 0.0 10.0
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Figure 3: Pass rates under factual injections into rea-
soning chains on the NQ dataset, with answers gener-
ated by Qwen3-8B. “Vanilla" refers to no modification;
“Basic-All" denotes inserting four factual statements;
“Wrong-Few" means that one of them is replaced with
a counterfactual statement; and “Wrong-All" indicates
that all statements are replaced with counterfactual ones.

of reasoning makes LLM judges more likely to
deem an answer incorrect, and also suggests that
the natural fluency of reasoning is a key factor in
misleading models into judging answers as cor-
rect. Interestingly, in Section § 5.2 we find that
weak judges are more easily misled by reasoning
chains, while strong models exhibit more selective
behavior. However, in this setting, when the flu-
ency of the reasoning chain is clearly disrupted, all
models become more likely to judge the answer
as incorrect. This suggests that both strong and
weak models are capable of identifying issues in
the reasoning chain during evaluation, depending
on how salient those issues are.

5.3.2 Effects of Factuality

Figure 3 shows that, for almost all models, intro-
ducing counterfactual information reduces the pass
rate, making judges more likely to deem answers in-
correct. Due to space constraints, we provide more
detailed results in Table 9. The results further show
that, although counterfactual content lowers the
pass rate, increasing the number of erroneous state-
ments does not produce a consistent trend across

levels. This suggests that the model’s ability to
detect errors in reasoning chains is not solely de-
termined by the quantity of incorrect statements,
but may also depend on factors such as the type
or quality of the errors. We leave a more detailed
investigation of these factors for future work.

5.3.3 Effects of Position
To investigate which parts of the reasoning chain
models tend to focus on during judgment, we ana-
lyze how the insertion position affects model deci-
sions. The results in Table 3 reveal a position sensi-
tivity in judge behavior, with factual injections in-
troduced as prefixes exerting a consistently stronger
impact than those inserted as suffixes. Across
all synthesized settings, suffix injections lead to
smaller reductions in pass rate than prefixes. For
example, under the Basic-All condition, Qwen3-
8B’s pass rate drops to 61.0% when counterfactual
content is inserted as a prefix, but remains substan-
tially higher at 86.0% when the same content is
appended as a suffix.

A similar pattern is observed for GPT-4o, where
the pass rate drops to 18.4% under the prefix
condition but remains at 39.2% for the suffix con-
dition, closer to the 48.6% with natural reasoning
chains. We think this behavior is similar to that
of humans: if an error appears at the beginning of
the reasoning process, one tends to judge the entire
chain as incorrect. In contrast, if issues arise only
at the end, they do not affect the earlier reasoning
steps, and thus have a relatively smaller impact.

6 Conclusions

In this paper, we study how reasoning traces affect
the reliability of LLM-based judges. We find that
while reasoning provides richer signals, it also in-
troduces systematic biases: weak judges are easily
swayed by the presence and fluency of reasoning,
often overestimating incorrect answers, whereas
strong judges use reasoning more selectively but



remain vulnerable to high-quality yet misleading
chains. Further analysis shows that both fluency
and factuality strongly influence judgment, indicat-
ing that current judges struggle to distinguish true
evidential value from superficial features. Over-
all, our results highlight that reasoning is a double-
edged sword for evaluation and call for more robust
judge designs that can critically verify, rather than
be persuaded by, reasoning processes.

7 Discussions

Should model judgments of answer correctness
be influenced by the reasoning process? A key
question is whether the reasoning chain should in-
fluence a model’s judgment of answer correctness.
On one hand, the primary goal in this work is to
assess whether the final answer is correct, rather
than whether the reasoning process itself is valid.
Under this objective, if the model strictly follows
the instruction, the reasoning chain should not af-
fect the judgment outcome. On the other hand, the
reasoning process may provide additional signals
that help the model better determine answer cor-
rectness. When the correctness of the reasoning
aligns with that of the final answer, the reasoning
chain can serve as a useful indicator. However, ex-
isting reasoning models are typically trained with
a focus on final outcomes—i.e., whether the an-
swer is correct—without explicit supervision of
reasoning quality. As a result, inconsistencies may
arise between the reasoning and the final answer,
especially in cases where the answer is correct but
the reasoning is flawed. Therefore, while correct
reasoning often implies a correct answer, incorrect
reasoning does not necessarily imply an incorrect
answer. The most critical case arises when the
reasoning is flawed but the answer is actually cor-
rect. Rejecting such answers solely due to incorrect
reasoning would lead to erroneous judgments.

If a model cannot determine whether an answer
is correct, can it reliably judge the correctness
of the reasoning process? Reasoning chains in-
volve both domain knowledge related to the final
answer and the logical steps connecting interme-
diate conclusions. If a model cannot reliably de-
termine whether the final answer is correct, it is
unclear whether it can accurately assess the cor-
rectness of the reasoning process. Evaluating a
reasoning chain typically requires stronger capa-
bilities than judging a final answer, as it involves
verifying multiple intermediate steps, detecting sub-

tle logical errors, and ensuring factual consistency
throughout. Therefore, a model that struggles with
answer correctness is unlikely to reliably evaluate
reasoning quality. This suggests that using such
models as judges of reasoning quality may be inher-
ently unreliable, as limitations in knowledge and
reasoning ability affect both answer verification
and reasoning evaluation.

Limitations

While our study provides systematic insights into
the impact of reasoning chains on LLM-based judg-
ment, there are several limitations to consider. First,
our investigation is confined to text-based bench-
marks. The influence of reasoning in multimodal
contexts (e.g., vision-language tasks) remains un-
explored and represents a promising direction for
future work. Second, due to computational con-
straints, we did not prompt the judge models to
generate their own reasoning chains prior to deliv-
ering a verdict. Instead, we restricted the models
to providing direct judgments without intermediate
reasoning steps. Finally, although we evaluated
a diverse set of representative models, the rapid
evolution of proprietary LLMs means our coverage
is inevitably not exhaustive. Future studies could
extend our findings to a broader array of emerging
reasoning models.

Ethical Considerations

All models and datasets used in this study are pub-
licly available or accessed via official APIs. The
datasets employed (NQ, HotpotQA, and GSM8K)
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As this work focuses on evaluating model capa-
bilities using existing resources, it introduces no
additional societal risks or ethical concerns.
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A Prompts

short_qa

Answer the following question based on
your internal knowledge with one or few
words.

Question:{question}

llm_judge_without_think

Judge whether the following answer about
the question is correct. If you are sure the
answer is correct, say certain. If not,
please say uncertain. Just give your
judgment without any other words.

Question:{question}

Answer:{prediction}

llm_judge_with_think

Judge whether the following answer about
the question is correct. The content inside
<think></think> represents the reasoning
process of the model, while the content
after </think> is the answer provided by the
model. If you are sure the answer is correct,
say certain. If not, please say uncertain.
Just give your judgment without any other
words.

Question:{question}

Answer:{prediction}

llm_selfjudge

Answer the following question based on
your internal knowledge with one or few
words. Then, judge whether your answer is
correct. If you are sure the answer is
correct, say certain. If not, please say
uncertain. Your output should be in the
following format:
Answer: <your answer>
Judge: <certain/uncertain>

Question:{question}

basic_all

The Earth orbits the Sun once every 365
days, producing the cycle of the seasons.
Water freezes at 0 degrees Celsius and boils
at 100 degrees Celsius at standard
atmospheric pressure. Humans typically
have 206 bones in the adult skeleton. The
Pacific Ocean is the largest ocean on Earth,
and Mount Everest is the tallest mountain
above sea level.

wrong_few / wrong_1

The Earth orbits the Sun once every 100
days, producing the cycle of the seasons.
Water freezes at 0 degrees Celsius and boils
at 100 degrees Celsius at standard
atmospheric pressure. Humans typically
have 206 bones in the adult skeleton. The
Pacific Ocean is the largest ocean on Earth,
and Mount Everest is the tallest mountain
above sea level.

wrong_2

The Earth orbits the Sun once every 100
days, producing the cycle of the seasons.
Water freezes at 10 degrees Celsius and
boils at 100 degrees Celsius at standard
atmospheric pressure. Humans typically
have 206 bones in the adult skeleton. The
Pacific Ocean is the largest ocean on Earth,
and Mount Everest is the tallest mountain
above sea level.

https://openreview.net/forum?id=uccHPGDlao
https://openreview.net/forum?id=uccHPGDlao
https://huggingface.co/zai-org/GLM-4-32B-0414
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wrong_3

The Earth orbits the Sun once every 100
days, producing the cycle of the seasons.
Water freezes at 10 degrees Celsius and
boils at 100 degrees Celsius at standard
atmospheric pressure. Humans typically
have 100 bones in the adult skeleton. The
Pacific Ocean is the smallest ocean on
Earth, and Mount Everest is the tallest
mountain above sea level.

wrong_all

The Earth orbits the Sun once every 100
days, producing the cycle of the seasons.
Water freezes at 10 degrees Celsius and
boils at 100 degrees Celsius at standard
atmospheric pressure. Humans typically
have 100 bones in the adult skeleton. The
Pacific Ocean is the largest ocean on Earth,
and Mount Everest is the tallest mountain
above sea level.

B Results Using Other Generators

Table 4 to Table 6 show results on NQ, HotpotQA,
and GSM8K using different generators,including
Qwen3-14B, Qwen3-32B, and DeepSeek-v3.1, re-
spectively.

Table 8 shows results on MATH500 using
Qwen3-8B as the generator, and Table 7 further
evaluates model behavior on a fully balanced subset
of MATH500, enabling a more controlled analysis
of potential biases.

Table 9 provides a fine-grained analysis of judge
pass rates on NQ under progressively injected er-
roneous sentences in reasoning chains (Basic-All,
Wrong-1 to Wrong-All).

Figure 4 shows the question answering accuracy
of different models as answer generators on NQ,
evaluated on a filtered subset of 500 samples with
verified answers. Based on these results, we cate-
gorize Claude Sonnet 4.5, GPT-4o, and DeepSeek-
v3.1 as strong models, and the remaining models
as weak models.



Table 4: Evaluation results(%) of LLM-as-a-Judge behavior with and without reasoning chains across factual and
mathematical datasets, with all answers generated by Qwen3-14B.

Dataset Acc Judge Models Alignment Pass Rate Overconfidence Conservativeness

w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think

NQ 31.2

Qwen3-8B 57.8 39.2 59.8 90.8 35.4 60.2 6.8 0.6
Qwen3-14B 55.2 40.6 67.2 89.8 40.4 59.0 4.4 0.4
Qwen3-32B 40.8 41.2 88.0 89.6 58.0 58.6 1.2 0.2
Llama3-8B 40.2 32.6 87.8 98.6 58.2 67.4 1.6 0.0
Llama3-70B 51.0 41.4 76.6 87.0 47.2 57.2 1.8 1.4
GLM4-32B 47.6 37.0 82.0 94.2 51.6 63.0 0.8 0.0
GLM4-Z1-32B 75.2 50.8 36.8 72.4 15.2 45.2 9.6 4.0

GPT-4o 73.6 70.2 45.2 51.8 20.2 25.2 6.2 4.6
DeepSeek-v3.1 62.8 61.8 61.6 62.2 33.8 34.6 3.4 3.6
Claude Sonnet 4.5 77.2 77.2 14.0 10.4 2.8 10.0 20.0 21.8

HotpotQA 30.8

Qwen3-8B 56.2 47.0 57.4 75.0 35.2 48.6 8.6 4.4
Qwen3-14B 53.6 49.0 66.0 75.8 40.8 48.0 5.6 3.0
Qwen3-32B 44.0 49.4 83.2 75.0 54.2 47.4 1.8 3.2
Llama3-8B 44.6 38.8 77.0 85.6 50.8 58.0 4.6 3.2
Llama3-70B 52.6 49.6 69.4 76.0 43.0 47.8 4.4 2.6
GLM4-32B 50.2 46.2 75.8 82.2 47.4 52.6 2.4 1.2
GLM4-Z1-32B 74.6 59.2 14.6 50.8 4.6 30.4 20.8 10.4

GPT-4o 77.2 75.6 29.2 32.4 10.6 13.0 12.2 11.4
DeepSeek 62.4 64.6 55.6 51.4 31.2 28.0 6.4 7.4
Claude 75.0 70.8 9.8 3.6 2.0 1.0 23.0 28.2

GSM8K 94.0

Qwen3-8B 72.8 94.8 72.4 99.2 2.8 5.2 24.4 0.0
Qwen3-14B 70.4 94.8 71.2 99.2 3.4 5.2 26.2 0.0
Qwen3-32B 86.8 94.6 89.6 99.4 4.4 5.4 8.8 0.0
Llama3-8B 89.8 94.8 93.0 98.8 4.6 5.0 5.6 0.2
Llama3-70B 83.0 95.2 85.8 98.0 4.4 4.4 12.6 0.4
GLM4-32B 89.2 95.0 92.8 99.0 4.8 5.0 6.0 0.0
GLM4-Z1-32B 47.4 86.4 45.8 87.6 2.2 3.6 50.4 10.0

GPT-4o 93.4 92.0 94.2 94.0 3.4 4.0 3.2 4.0
DeepSeek-v3.1 94.8 94.8 98.4 98.4 4.8 4.8 0.4 0.4
Claude Sonnet 4.5 50.0 50.0 46.0 46.0 1.0 1.0 49.0 49.0

Table 5: Evaluation results(%) of LLM-as-a-Judge behavior with and without reasoning chains across factual and
mathematical datasets, with all answers generated by Qwen3-32B.

Dataset Acc Judge Models Alignment Pass Rate Overconfidence Conservativeness

w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think

NQ 35.6

Qwen3-8B 54.6 41.2 63.8 93.6 36.8 58.4 8.6 0.4
Qwen3-14B 56.2 40.6 69.4 94.2 38.8 59.0 5.0 0.4
Qwen3-32B 42.6 41.4 90.2 93.4 56.0 58.2 1.4 0.4
Llama3-8B 39.8 36.8 92.2 98.4 58.4 63.0 1.8 0.2
Llama3-70B 56.2 47.2 73.4 86.8 40.8 52.0 3.0 0.8
GLM4-32B 46.8 41.6 86.0 92.8 51.8 57.8 1.4 0.6
GLM4-Z1-32B 71.8 49.8 36.6 82.2 14.6 48.4 13.6 1.8

GPT-4o 74.6 72.0 51.8 56.8 20.8 24.6 4.6 3.4
DeepSeek-v3.1 64.0 67.4 61.2 52.6 30.8 24.8 5.2 7.8
Claude Sonnet 4.5 73.0 70.4 11.8 8.8 1.6 1.4 25.4 28.2

HotpotQA 34.4

Qwen3-8B 58.4 43.2 57.6 85.2 32.4 53.8 9.2 3.0
Qwen3-14B 59.6 41.0 60.0 87.4 33.0 56.0 7.4 3.0
Qwen3-32B 49.0 46.6 83.4 83.4 50.0 51.2 1.0 2.2
Llama3-8B 47.6 39.2 78.8 92.0 48.4 59.2 4.0 1.6
Llama3-70B 57.6 48.6 66.4 81.8 37.2 49.4 5.2 2.0
GLM4-32B 54.8 45.6 74.8 87.6 42.8 53.8 2.4 0.6
GLM4-Z1-32B – 54.0 – 65.2 – 38.4 – 7.6

GPT-4o 78.0 76.2 30.0 36.6 8.8 13.0 13.2 10.8
DeepSeek-v3.1 60.2 64.0 63.4 54.4 34.4 28.0 5.4 8.0
Claude Sonnet 4.5 71.2 69.8 8.4 5.0 0.4 1.4 27.4 29.8

GSM8K 95.8

Qwen3-8B 81.6 95.6 81.8 99.8 2.2 4.2 16.2 0.2
Qwen3-14B 84.4 95.6 85.0 99.8 2.4 4.2 13.2 0.2
Qwen3-32B 90.4 96.0 93.8 99.8 3.8 4.0 5.8 0.0
Llama3-8B 94.4 96.2 98.2 99.2 4.0 3.6 1.6 0.2
Llama3-70B 87.0 95.6 90.0 99.4 3.6 4.0 9.4 0.4
GLM4-32B 94.2 96.0 98.4 99.8 4.2 4.0 1.6 0.0
GLM4-Z1-32B 25.0 91.6 22.0 95.0 0.6 3.8 74.4 4.6

GPT-4o 94.6 94.4 96.8 97.8 3.2 3.8 2.2 1.8
DeepSeek-v3.1 94.8 95.8 98.6 99.6 4.0 4.0 1.2 0.2
Claude Sonnet 4.5 60.2 57.2 58.0 54.6 1.0 0.8 38.8 42.0



Table 6: Evaluation results(%) of LLM-as-a-Judge behavior with and without reasoning chains across factual and
mathematical datasets, with all answers generated by DeepSeek-v3.1.

Dataset Acc Judge Models Alignment Pass Rate Overconfidence Conservativeness

w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think

NQ 46.4

Qwen3-8B 75.8 50.6 46.6 94.2 12.2 48.6 12.0 0.8
Qwen3-14B 75.8 49.0 54.2 95.4 16.0 50.0 8.2 1.0
Llama3-8B 77.8 47.0 61.0 98.6 18.4 52.6 3.8 0.4

GPT-4o 88.0 51.6 52.8 91.6 9.2 46.8 2.8 1.6
DeepSeek-V3.1 80.4 49.0 46.0 95.8 9.6 50.2 10.0 0.8
Claude Sonnet 4.5 90.0 55.8 48.8 69.8 6.2 33.8 3.8 10.4

GSM8K 95.6

Qwen3-8B 56.0 92.6 53.2 95.8 0.8 3.8 43.2 3.6
Qwen3-14B 63.4 94.4 61.8 97.2 1.4 3.6 35.2 2.0
Llama3-8B 51.8 94.2 51.8 97.8 2.2 4.0 46.0 1.8
GPT-4o 66.4 95.0 64.0 97.0 1.0 3.2 32.6 1.8
DeepSeek-v3.1 64.0 95.0 64.0 98.2 2.2 3.8 33.8 1.2
Claude Sonnet 4.5 58.6 87.6 55.4 85.6 0.6 1.2 40.8 11.2

Table 7: Evaluation results (%) of LLM-as-a-Judge behavior on MATH500, with all answers generated by Qwen3-
8B.

Dataset Acc Judge Models Alignment Pass Rate Overconfidence Conservativeness

w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think

MATH500 84.8

Qwen3-8B 85.0 86.6 86.6 97.8 8.4 13.2 6.6 0.2
Qwen3-14B 88.6 86.8 84.2 98.0 5.4 13.2 6.0 0.0
Llama3-8B 88.6 88.8 92.2 83.6 9.4 5.0 2.0 6.2

DeepSeek-v3.1 86.0 85.8 98.4 98.2 13.8 13.8 0.2 0.4
GPT-4o 86.8 88.8 74.0 76.4 1.2 1.4 12.0 9.8
Claude Sonnet 4.5 77.8 89.4 94.6 76.6 10.2 7.0 0.4 15.2

Table 8: Evaluation results (%) of LLM-as-a-Judge behavior on a fully balanced subset (1:1 ratio of correct and
incorrect samples), constructed by pairing 70 correct answers with 70 randomly selected incorrect answers.

Dataset Acc Judge Models Alignment Pass Rate Overconfidence Conservativeness

w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think w/o Think w/ Think

MATH500 50.0

Qwen3-8B 67.9 57.9 70.7 92.1 26.4 42.1 5.7 0.0
Qwen3-14B 80.0 56.4 64.3 93.6 17.1 43.6 2.9 0.0
Llama3-8B 52.9 63.6 77.1 83.6 37.1 35.0 10.0 1.4

DeepSeek-v3.1 58.6 56.4 91.4 93.6 41.4 43.6 0.0 0.0
GPT-4o 95.7 90.0 47.1 48.6 0.7 4.3 3.6 5.7
Claude Sonnet 4.5 63.6 62.1 83.6 66.4 35.0 27.1 1.4 10.7

Table 9: Judge pass rates (%) on the NQ dataset under progressively injected erroneous sentences in reasoning
chains.

Judge Models Vanilla Basic-All Wrong-1 Wrong-2 Wrong-3 Wrong-All

w/o Think w/ Think w/ Think w/ Think w/ Think w/ Think w/ Think

Qwen3-8B 63.0 91.0 61.0 58.8 51.4 52.2 47.6
Qwen3-14B 62.8 87.4 58.0 55.0 51.4 52.2 53.2
Llama3-8B 74.8 97.2 92.8 95.0 88.6 87.6 95.2
GPT-4o 50.6 48.6 18.4 13.4 8.6 7.8 23.4
DeepSeek-v3.1 45.2 24.4 1.0 1.0 0.0 0.0 0.0



Figure 4: Accuracy (%) comparison of different models on NQ dataset for question answering, evaluated on 500
filtered samples with verified answers.
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